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Why Migrate from Microsoft SQL Server to Infobright?  
 
In a nutshell, Infobright is a high performance analytic database that 
delivers fast query performance against large volumes of data with minimal 
IT effort . Many users of SQL Server (and other traditional row -oriented 
relational databases)  turn to the Infobright ¨ analytic database  as their data 
volumes and analytic needs grow since Infobright offers exceptional query 
performance against large amounts of data. Migrating from SQL Server  to 
InfobrightÕs column -oriented database is quite straightforward.  
 
The unique attributes of column orientation in Infobright are transparent to 
your developers  and their tools . However , t he benefits are obvious and 
immediate to your users  accessing Infobright from their applications . 
 

¥ You will experience design benefits from a simplified schema  
¥ You will experience administrative benefits  
¥ You will experience cost benefits  
¥ Your users will experience performance benefits  

 
Infobright provides these  benefits along with  cost savings (see our 
capacity -based subscription pricing model), simplicity , and ease of use . 
 
To learn more about Infobright technology and how it works, read the 
Infobright Enterprise Edition white paper, which you can download on the 
Infobright.com white paper p age                          
at http://support.infobright.com/Support/Resource -Library/Whitepaper s/ . 
 

Expected Results from a Migration to Infobright  
 
Performance Benefits: 
 
Below is a sample of results some our customers have seen from upgrading 
their row -based databases to InfobrightÕs column -oriented database with its 
unique Knowledge Grid and Opti mizer. The row -based technologies upon 
which Infobright was compared were all current versions at the time (last 
two years) of popular open source and commercial database offerings.  
 
 

Test  Row-based RDBMS  Infobright  
Analytic Queries  > 2 hours  < 10 seconds  
Query (with AND, LEFT JOIN)  26.4 seconds  .02 seconds  
Broad Query Set  (respective)  10 seconds Ð 15 minutes  0.14 Ð 22 seconds  
BI Report  7 hours  17 seconds  
Data Load  11 hours  11 minutes  
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ÒInfobright is 10 times faster than [ Row-based database  X] when the SQL 
statement is more complex than a simple Ô SELECT * FROM some_table’. 
With some more complex SQL statements, Infobright proved to be more 
than 50 times faster than [ Row-based database  X ] -  Leading BI vendor  
 
Compression Benefits: 
 
Infobright eliminat es the need to create and maintain indexes, or partition or 
duplicate data. Instead, sophisticated compression algorithms are applied as 
the data is loaded, resulting in massive data compression. Some customer 
results when migrating from row -based database s including SQL Server are 
below:  
 

Application  Row-based RDBMS  Infobright  
Mobile Analytics  450GB  10GB  
Data Mart  5GB 74MB  
 
Mobile payments and analytics leader Bango decided to move from SQL 
Server to Infobright to meet the performance requirements of their growing 
customer base:  
 
 ÒAccommodating customer demand for a broader set of queries was 
problematic using SQL Server ,Ó said Tim Moss, Chief Data Officer. Ò WeÕd 
have to add even more indexes, doubling the size of the database yet again 
with each addi tional index, which in turn would require more storage. 
InfobrightÕs high data compression capabilities allow us to shrink the 
database considerably. More importantly, it lets our customers run ad -hoc 
queries without requiring development effort or customi zation, optimization 
or tuning from my team, so we can easily deliver the performance needed.Ó  
 
A case study on BangoÕs deployment can be downloaded from the 
infobright.com w hite paper page  at  
http://support.infobright.com/Support/Resource -Library/Whitepapers/ . 
 

Infobright and MySQL  
 
Infobright contains a bundled version of the MySQL database. Install ing 
Infobright create s an instance of MySQL including  Infobright's Optimizer, 
Knowledge Grid, the Infobright Loader and the underlying  columnar storage 
architecture.  
 
By integrating with MySQL, Infobright users can take advantage of the 
extensive tool connectivity provided by MySQL including ODBC, JDBC, C A PI,  
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PHP, Visual Basic, Ruby, Perl and Python . It also provides  robust connectivity 
to leading  BI tools such as Actuate/BIRT, Business Objects, Cognos, 
MicroStrategy , Pentaho, Jaspersoft and SAS.  
 
Refer to the architecture diagram below to understand how Infobright is 
bundled with MySQL.  
 
 

 
 

 
 
(Unlike other ÒpluggableÓ storage engines that work with MySQL, it is not 
necessary to have an existing MySQL installation nor can Infobright be 
added to an existing MySQL Server installation. )  

Approaches to Migrating Databases  
 
When considering a migration from SQL Server to Infobright, itÕs important 
to remember that a ll database migrat ion projects, regardless of which  tools 
are u sed to manage the mechanics, perform  two (2) essential tasks:  
 

1.  Export the data from the original SQL Server  database, and  
2.  Import the data into the target database, Infobright.  

 
 
 
 



 

Copyright  2010 Infobright Inc.  All Rights Reserved                   P a g e  |   4 

 
All the rest is left to you as a choice of convenience, expediency and/or what 
you have experience with or may already own.  The most common optio ns 
are:  
 

1.  Manual execution of individual tasks  
2.  Utilities provided by the vendor  

a.  usually scripts or lightweight programs  
3.  One- time migration tools  
4.  Data movement tools, most notably ETL tools  

a.  open source software (OSS) options  
b.  commercial off - the -shelf (COTS) options  

 
 
Considerations before Migrating to Infobright  
 
As a purpose -built analytic database engine, as opposed to a general -
purpose database, there are unique differences between schemas in 
Infobright and SQL Server . 
 

¥ Declaration of storage engine type  
¥ Lack of need for indexe s or partition schemes  
¥ Lack of referential integrity checks  
¥ Removal of constraints  
¥ Minor data type differences  
¥ Supported character sets and collations  

 
 
Specify the Database  / Storage Engine  
 
As with all MySQL databases, Infobright has a unique storage type, or 
engine type , that must be specified when creating tables within the 
Infobright schema by adding the following: ENGINE=BRIGHTHOUSE. 
 
Example:  

CREATE TABLE imbright (  
 id   INTEGER, 
 value  CHAR(10)  
) ENGINE=BRIGHTHOUSE  
DEFAULT CHARSET=ascii COLLATE=ascii_bin;  
 
 

Schema  
 
Infobright neither needs nor allows the manual creation of performance 
structures with duplicated data such as indexes  or table partitioning based 
on expected usage patterns of the data. When preparing the MySQL  schema  



 

Copyright  2010 Infobright Inc.  All Rights Reserved                   P a g e  |   5 

 
definition for execution in Infobright, the first thing to do is simplify the 
schema.  This means removing all references to ind exes and other 
constraints expressed as indexes  including PRIMARY and FOREIGN KEYs, and 
UNIQUE and CHECK constraints.  
 
In your Infobright DDL -   

¥ remove PRIMARY KEYs 
¥ remove FOREIGN KEYs 
¥ remove UNIQUE constraints  
¥ remove CHECK constraints  
¥ remove PARTITION BY  clauses  

 
In addition, due to InfobrightÕs extremely high query performance levels 
against atomic - level  detail and large volum es of data, one should consider 
removing all aggregate, reporting and summary tables that may be in the 
data model , as they are unnecessary.  As a rule of thumb, start out simple  
and add performance structures only as needed.   
 
Drop from your schema Ð  

¥ all aggregate tables  
¥ all reporting tables  
¥ all summary tables  

 
Infobright currently* supports the ASCII character set and ASCII BINARY 
collation.  These are the default values and need not be specified.  
 
Example:  

CREATE TABLE imbright (  
 id   INTEGER, 
 value  CHAR(10)  
) ENGINE=BRIGHTHOUSE  
DEFAULT CHARSET=ascii COLLATE=ascii_bin ;  

 
* Full Unicode/UTF8 support will be delivered by mid -2010  
 

 
Data Types  
 
Infobright supports a large subset of MySQL data types and DDL. However in 
some cases, inconsistencies exist between Infobright and MyISAM tables in 
data type support . All of these are being addressed in  upcoming Infobright 
releases.  
 
Detailed  information about supported data types is available at  
http://www.infobright.org/wiki/Supported_Data_Types_and_Values/ . 
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Currently, these inconsistencies include -  

¥ UNSIGNED INTEGERs 
¥ DECIMAL(65,30)  
¥ ENUM 
¥ SERIAL 
¥ BLOBs 

 
For the meantime, the following recommendations are offered:  
 
UNSIGNED INTEGERs Ð Unsigned integers have historically been selected by 
DBAs and database designers to provide capacity for larger maximum values 
for a given integer field than is possible with a signed integer. Where 
negative values do not exist in the data , or are not allowed, the approach of 
selecting unsigned integers allowed accommodation of larger values while 
selecting smaller data types in traditional row -oriented technologies . In 
InfobrightÕs case, when unneeded bytes exist for a particular integer v alue, 
they are ÒsqueezedÓ out by the inherent compression algorithms. For this 
reason, Infobright recommends selecting the next - larger integer data type Ð 
for example, BIGINT  over INTEGER, or MEDIUMINT over SMALLINT Ð such that 
the maximum column value can  still be accommodated in the chosen data 
type. Infobright doesnÕt suffer the wasted space consequences of Òover -
typingÓ oneÕs columns.  
 
DECIMAL(65,30) Ð InfobrightÕs current maximum precision for the DECIMAL 
data type is 18. In other words, one can select  a data type between 
DECIMAL(18,18) and DECIMAL(18,0). If the source data type is defined as 
something larger than this Ð the MONEY data type in SQL Server, for 
example, is defined as a DECIMAL(19,4) Ð either map it to a DECIMAL(18, x) 
as appropriate or con sider another data type such as FLOAT.  
 
ENUM Ð Enumerated data types are a form of database constraint. Such 
constraints are recommended to be placed in the data cleansing and 
enhancement phase of ELT/ETL or otherwise enforced in a data staging 
database. E xistence of such validity checks in the target database place a 
burden on data loading and impact loading performance.  
 
SERIAL Ð In MySQL, the ability to have the database generate an automatic 
sequential value is implemented with the AUTO_INCREMENT attrib ute 
applied in the table creation DDL. As with the case of ENUM, it is 
recommended that these values be generated in the ETL/ETL process or by 
the staging database.  
 
BLOBs Ð BLOBs make little sense in an analytical database and cannot be 
introspected for s tatistics in the Knowledge Grid. However, some users  have 
valid reasons for using them. Until this data type is implemented in  
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Infobright, it is recommended to store them in VARBINARY data types or 
within BLOB fields in a MyISAM table.  
 

Tools for Migrating Databases  
 
When considering a migration from SQL Server to Infobright, itÕs also 
important to remember that Infobright is a relational database . It observes 
and obeys ANSI SQL standards  and leverages standards -based connectivity  
provided by its u se of MySQL connector libraries. For this reason, Infobright 
appears the same to any of the following:  
 

¥ Design tools  
¥ Development tools  
¥ Administrative tools  
¥ Query and reporting tools , and  
¥ Database migration and data movement tools  

 
One conspicuous exclusion from this section is that of Microsoft SQL Server 
Integration Services (SSIS). This product is available directly from Microsoft 
and is bundled with SQL Server. A full description of SSIS can be found at 
http://www.microsoft.com/sqlserver/2008/en/us/integration.aspx . 
 
Manual Execution of Individual Task s 
 
Every database has an export function. With manual exporting  Ð the first 
approach mentioned previously -  Microsoft SQL Server provide s bcp  and the 
ability to ÔexportÕ a table from the Enterprise Manager GUI. (This approach is 
expanded upon in a following section with the Infobright -provided utility for 
migrating fr om SQL Server, the ICE Breaker for SQL Server.)  
 
For manual importing  of data into an Infobright database, i mport your data 
into an Infobright table by using the following load syntax (all other MySQL 
Loader syntax is not supported):  
 

LOAD DATA INFILE '/ path/file_name' INTO TABLE table_name  
[FIELDS  

[TERMINATED BY 'char']  
[ENCLOSED BY 'char']  
[ESCAPED 'char']  

];  
 
Data is committed when the LOAD completes if AUTOCOMMIT is set to on. 
This is the default setting , but you can make it explicit by setting:  
 

mysql> SET AUTOCOMMIT=1;   
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See http://www.infobright.org/wiki/Data_Loading/  for details.  
 
 
Utilities Provided by the Vendor  
 
All utilities described here can be found on the Contributed Software page of 
the Downloads section on infobright.org . 
 
http://www.infobright.org/Downloads/Contributed -Software/  
 
For SQL Server this  include s t he ICE Breaker  for SQL Server. This is an 
easy - to -use Windows -based utility that :  
 

1.  connects to the SQL Server database indicated  
2.  introspects the data model  
3.  generates the appropriate Infobright schema (taking into 

account the items  previously discussed) for manual execution in 
Infobright  

4.  creates an export file for each table via bcp  
 

 

 
 

Screenshot of the simple interface to the ICE Breaker for SQL Server.  
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One-Time Migration Tools  
 
This class of tools provides multiple functions.  They i ntrospect the SQL 
Server  databaseÕs metadata and attempt to re -create it in Infobright. They 
then a ttempt to re -create all performance st ructures in Infobright, which is 
interpreted  as a MyISAM  database. These performance structures include 
index es, aggregate tables , and partition schemes  as well as  referential 
integrity and other constraints . (These must all be removed before the 
actual execution creation of the Infobright schema.)  
 
Perhaps of more utility to existing SQL Server implementations is t he 
conver sion of  triggers, user -defined functions and stored procedures (if 
possible) . Following all of those activities, they finally transfer  the data  from 
SQL Server to Infobright.   
 
Because these tools see Infobright as MyISAM, most are more work than 
convenience because the schema must be modified  to comply with 
InfobrightÕs schema requirements  before data transfer begins . When this is 
not an issue, they are a good fit.  Also, when many one - time migrations must 
be performed, they can be helpful in autom ating the tasks of migration.  
 
The m ost commonly seen tool  in this class is SQLWays  from Ispirer . See  
http://www.ispirer.com/products/sql -server - to -mysql -migration  
 
 
Custom Connectors for Open Source ETL Tools  
 
Infobright provides connectors for popular open source ETL tools to facilitate 
migration via these automated tools.  Infobright has also contributed these 
connectors and libraries in the form of source code to the resp ective open 
source communities and they have been included in the distribution of these 
products.  
 
If you have a version that does not contain these Connectors, please visit  
http://ww w.infobright.org/Downloads/Contributed -Software/  to download.  
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They include:  
 
The Infobright Connector for Pentaho Data Integration, or PDI (aka Kettle) 
from Pentaho . 
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The Infobright Connector for Jaspersoft ETL from Jaspersoft and Talend 
Open Studio  from Talend.  
 

 
 
 

!"##$%&'
SQL Server and other row -based databases are well suited for OLTP 
applications, but were not designed for high performance analytics. 
Infobright was designed specifically to deliver fast response for reporting and 
analytics against large volumes of data, and does so with far less 
administrative effort than other databases. For more information, visit us at 
ww w.infobright.com  or at our open source community www.infobright.org .  
 
You can also contact us at:  
 

INFOBRIGHT 
403-47 Colborne St 

Toronto, ON M5E1P8 Canada 
HQ:   416-596-2483 
Sales: 630-297-4081 


